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Abstract The simplest and most widely used example of PBD is
the macro recorder. Macro recorders let the user demon-
strate a series of keystrokes and mouse movements, which
are played back verbatim when the user invokes the macro.
Macros are simple, general, and often application-
independent, but useful only for tasks that do not change
from one iteration to the next. Macro learning might be
compared to “rote learning” in a human educational con-
text—the macro recorder can only repeat what it has been
shown; it cannot interpret its instructions, or generalise and
apply them to other, sitair, tasks.

More sophisticated PBD systems learn the entire task
from the user, including the actions to take and the relevant
data [Cypher, 1993]. One such system is Eager, an agent
that helps users automate tasks inkypercard multimedia
environment [Cypher, 1991]. In one example Eager helps
the user make a list of email subject lines. The agent learns a
series of actions from the user’'s demonstration: select the
subject text, copy it, move to the text editor, type the head-
ing number on a new line, paste in the text, and go on to the
. next email message. From the final step the agent infers that
1 Introduction the actions are to be applied once to every message.
Computer users often face iterative tasks that they can only Like Eager, Familiar is an agent that uses programming
solve by repeating an action or set of actions. For exampleb3 demonstration to help end-users automate iterative tasks.
user m|ght have to download an image from an FTP sité'-,amiliar IaCkSEager’S sophisticated user interface, but is
change it somehow, and return it to the site. Though easifjore general: it can learn a wider range of tasks in a variety
accomplished, this task quickly becomes tedious when te®$ applications, and uses existing applications withoutimod
or hundreds of files must be edited. fication. Familiar analyses and predicts user actions using

A user with sufficient programming experience canseveral competing algorithms, and must then select the best
write a program or script to automate tasks such as this, befiediction to present to the user.
the majority of users are non-programmers, and this solution In this paper we describe our use of machine learning
is not available to them. Even experienced programmefgethods to select the best prediction. We use a pre-
face difficulties, as it is not always possible for theio-pr computed decision tree and observe an increase in perfor
grams to exploit the functionality of other applications, and@nce over a set of existing heuristics. We then tailor the
any program will at the least require dgbing and testing. ~ classifier to a specific user by incrementally updating the

Programming by demonstration (PBD) is a potential s decision tree during the user’'s demonstration and observe a
lution to this problem and many other problems that involvéurther increase in performance.
expressing iteration through a user interface [Cypher 1993].

PBD is an end-user programming technique that lets usezsFamiliar
generate programs by demonstrating the task they want
perform. The PBD system observes the user's demonst

Familiar is a programming by demonstration agent
that works with a set of common, unmodified ap-
plications on a popular computer platform. At the
user’'s request, the agent can help complete itera-
tive tasks by predicting and performing the user’s
subsequent actions. Predictions are made using a
set of independent algorithms, often with cortflic
ing results, forcing the agent to decide which is
most likely to be correct. We approach thisidec
sion by gathering statistics pertaining to each pre-
diction, and using machine learning techniques to
build a model of prediction correctness. The re-
sulting classifier is used to select predictions. The
machine learning technique is superior to the-he
ristics previously used, and learning about the user
by incrementally updating the classifier furtherim
proves the quality of the predictions made in an
experiment that evaluated Familiar with real users.

Iti%miliar is a PBD system that works with a set of unmod
fd applications on the Macintosh computer. Unlike a
AMacro recorder, Familiar can generalise a series of actions

learn enough about the user's task, it can generate a prograiy, apply those actions to new data. Familiargeareralise

that will, when invoked, complete the task.



() (b)
B ]
(c) (d)
(e)
®
(9)
(h)

Figure 1: Using Familiar to automate a simple task. The user demonstrates the first iteration (a,b) and the se
and Familiar predicts the next three steps (e,f,g). The user expands the final prediction (g) to display the entire

from multiple demonstrations to learn tasks that change Next, Familiar correctly predicts the user vaélectfile
from one iteration to the next. “d” (Figure 19g). Instead of continuing to execute one action

In a formal evaluation, we found that even inexperiencedt a time, the user now clicks on tepandbutton (labeled
computer users are capable of using Familiar to automate”) next to the command description. Familiar displays the
iteration, and will do so in many circumstancBaynter and entire iteration of the cycle starting with that command
Witten, 1999]. The participants automated tasks thatFigure 1h). The user now has the option of asking Familiar
spanned several applications, involved up to 15 high levéd perform complete iterations of theote.

events, and required a range of prediction techniques. The usemresses thene timeshutton (labeled “1x”) and
. . the cycle is executed once (positioniiilg “d” ) and Fam#
2.1 Using Familiar to automate a task iar's prediction of the next iteration is displayed (not

Figure 1 shows an example of Familiar's use. The user staflgown). There are 22 more files to complete, so the user
by positioningfile “a” in the top of a window (Figure 1a) types22in then-timesfield (replacing the default valugp,
and these actions are recorded (Figure 1b). They repeat #igible in Figure 1h) and presses tivaesbutton. Familiar
demonstration fofile “b” (Figure 1c) and again the eventperforms 22 iterations of the cycle, completing the task.
trace is recorded (Figure 1d). . . .
Familiar exam(ings the gvent trace and makes two prg=2 Learning the iterative task
dictions of the next event, displaying them in tamiliar ~ From the user's perspective, Familiar appears to learn a task
predictionswindow (Figure 1e): selecting the next file, andby making correct predictions, and by correcting any incor-
activating the Finder. The user wantsstdectthe next file, rect predictions it has made in response to new demonstra-
so clicks on the first prediction, and Familiar instructs theions. When Familiar predicts the wrong command, the user
application to carry it out. For the next event, Familiar predemonstrates the correct action instead of accepting the pre-
dicts only one command (Figure 1f), setting the position ofliction, and expects the agent t@alise” that it has made a
the selection. The prediction is correct, so the user clicks anistake and to learn the correct behavior from the counter-
it and the application again carries it out. The user can sexample. If Familiar makes a correct prediction in the next
the file being repositioned in thetorial examplevindow. iteration, it can be said to have learned that aspect of the
iterative task from the user's demonstration; if not, the user



1 activate -- Finder PAS-constant | Predicts target parameter will have
2  select file “a” of folder “tutorial example” same value in this iteration as in the I
3 set position of selection to {1,0} PAS- Extrapolates numeric, alphabetic, ¢
4 select file “b” of folder “tutorial example” extrapohtion | enumerated sequences in the prev
5 set position of selection to {33,0} values of the targetgpameter.
6  selectfile “c” of folder “tutorial example” PAS-previous | Searches for relationships between
R _ parameters of previous commands
Figure 2: A high-level event trace the target parameter
PAS-set Assumes target parameter is a men

is forced to demonstrate another example. The faster a Pl
system is able to learn from the user’'s examples, the soor
it will be useful.

of a set of objects (e.qg. files in a fold
and iterates over the set.

PAS-ML-1R Predicts target parameter from cont

~

The high-level event trace tual information using 1R machi
Familiar records each action the user makes and builds learning algorithm flolte, 1993]. :
high-level event trace of the user's commands. Figure| PAS-ML- As for PAS-ML-1R but a permutatic
shows an excerpt from the event trace of the iterative ta; Permutation | test [Frank andlVitten, 1998] is used t
performed in Figure 1. choose the rule. _ _

Familiar's predictions are based on the sequences | PAS-ML- As for PAS-ML-1R but the informatig
command types and parameters in the event trace. In Figi information gain statistic from C4.5 [Quinlan, 199
2 the sequence of command typesadsivate select set is used to choose the rule.

select set select After each command Familiar uses a set oFigure 3: Examples of pattern analysis schemes
sequence recognition schemssearch the sequence for
iterative patterns. After the sixth event one of these schem
suggests that the user is repeating a cycle of two seps
andselect and that the next step isatcommand. a

Sequence recognition schemes are executed in parallagl1

systems, such aypher 1991], have prediction engines

t attempt to calculate the “best” prediction of an event
' using a single, complex algorithm, often incorporating do-
in knowledge specified by the developer. Generally, such
algorithm will search first for the most obviously correct

and each can detect several cycles. Familiar makes pre redictions, then for less and less likely alternatives, until it

tions based on all the cycles detected, and displays themﬂﬂ
the prediction window. For example, two predictions base Familiar was designed to explore many different predic-

on different cycles are displayed in Figure le. When the,, < nomes including existing machine learning and se-
user selects a prediction, that cycle and sequence rleCogguence recognition algorithms. The implementation uses

tion Sch?‘me are updated. The other cycles, and the seque 4&h of the pattern analysis schemes to make fast—and po
recognition schemes that detected them, aadisd. sibly inaccurate—predictions in parallel. The agent must

2.3 Pattern anaysis then dec.:i.de whic_h pf the.predictions to suggest to the user in
i . o . the Familiar predictionswindow.
Once a cycle of high-level events is identified, Familiar uses Tpe pattern analysis schemes implemented at the time of
pattern analysis schemés predict each parameter of thehe yser evaluation are described in Figure 3. Consider the
next command based on the values it observed in thé-preyjrect parameter of the select command in row 6 of Figure
ous iterations. In this example, the seventh eventssta 2 \whose first two values afée “a” andfile “b” . After the
command, which has two parameters: the direcs€)ipa-  second iteration, when cycle is detected, the pattern analysis
rameter and théo parameter. These parameters are pre-gchemes attempt to predict the third value. Three schemes
dicted by the pattern analysis schemes. make predictionsPAS-constanpredicts that the next value
Familiar predicts that the value of the direct parameter igj|| pe file “b” : while PAS-extrapolatiorandPAS-seboth
position of selectiorbecause its value was constant in thepredict that the next value will ige “c” . The agent has to

two previous iterations; and that the value oftthparame-  eyajyate each prediction and decide which to display.
ter is{65,0} because this is the most likely extrapolation of

the two previous valueg1,0} and{33,0}. A prediction of Evaluating competing predictions

the entire command is constructed from these paramet®he predictions made by the different pattern analysis
predictions:set position of selection to {65,0Fhis is the schemes are not directly comparable. In the current imple-
prediction Familiar made in Figure 1f. mentation, each scheme makes zero or one predictions, and
there can be up to seven conflicting predictions of the value

Multiple predictions : ;
- ) o of a parameter. We do not know if one scheme is more
Familiar seldom makes a single prediction. At both levels Ofikely to be correct than another, or in what circumstances

prediction (sequence recognition and pattern analysis) {ite predictions of a particular scheme are correct. How, for
uses several prediction algorithms in parallel. Many PBRyample, should a prediction made B#&S-extrapolatiorbe
) _ conpared to one made BBAS-ML-informatiof?

There may be other parameters which have null values and  The question is important because a PBD system is only
are not displayed. be useful if it can be trusted enough to work autonomously,

ds a sulfficiently reliable estimate of the next command.




1 eventand parameter name 1  ‘kind-of-PAS’ = PAS-ML-CONSTANT

2 length of the cycle

3 number of iterations seen 64 ‘kind-of-PAS’ = PAS-ML-PERMUTATION

4 number of other predictions made 65 | ‘number-of-iterations’ <=6

5 number of agreeing predictions made 66 || ‘number-of-iterations’ <= 3: F (4.0/1.0)

6 proportion of other predictions agreeing 67 || ‘number-of-iterations’ > 3: T (10.0/2.0)

7  kind of PAS making the prediction 68 | ‘number-of-iterations’ > 6: T (93.0)

8 first PAS-specific accuracy éstate

9 second PAS-specific accuracyiesate 82 | ‘proportion-true-consec’ > 0.75: T (148.0/2.0)

10 number of iterations with prediction
11 number of iterations with a true prediction
12 proportion of iterations with a true prediction

Figure 5: Part of the Familiar decision tree

13 number of iterations with a false prediction therefore only be used in conjunction with tied of PAS
14 proportion of iterations with a false prediction attribute.
15 number of consecutive true predictions Learning algorithm

16 proportion of consecutive true predictions
17 number of consecutive false predictions
18 proportion of consecutive false predictions

The training data was used off-line to build a model of the

dataset with the C4.5 decision tree learrf@uiplan, 1993].

The pruned decision tree was hard-coded into Familiar and
Figure 4: Attributes of pattern analysis schemes (PASS) used to estimate the probability that a pcedn is correct.

The decision tree is used émalyse a particular predic-
and that trust is based on the reliability of its predictionsion from a particular pattern analysis scheme and compare
Correct predictions will build a correct program that can bét to predictions made by another. We therefore forced the
used to complete a repetitive task. Incorrect predictiondecision tree learner to split on tkimd of PASattribute at
build an incorrect program, that will at best force the user tthe topmost node of the decision tree in each of our exper
demonstrate new examples, and at worst go undetected anénts*> This restriction makes the decision tree easier to
give erroneous commands to applications—potentialig-da understand and encode in Familiar, amdwees thePAS-
aging the user’s data and their confidenceamHiar. specific accuracy estimatese “below” thekind of PASn

We have applied machine learning to the evaluatiothe degsion tree.
problem. Each time a prediction is made, by any pattern The branch of the decision tree relating RAS-ML-
analysis scheme, we calculate several attributes of that pggermutationis visible in Figure 5. The numbers on the leaf
diction. Later, we record whether the prediction was corre¢iodes represent the number of training instances that were
or incorrect. This data is used to build a classifier that esttlassified by that node and are used to calculate the prob-
mates whether predictions are correct or incorrect, and Hbility that the prediction is correct. For example, line 67 is
choose between competing predictions. a leaf node, labeled with class vallig¢o indicate that -

Familiar's use of the classifier resembles the stackedictions classified by this node are corrélan true in-
generalisation (“stacking”) method for combining machinestances and two false instances were classified by this node
learning models [Wolpert, 1992], but uses different modeli the training data; Familiar uses these statistics to estimate
and additional model selection criteria. that any prediction classified by this node has a probability
- ; of 10+ (10 + 2) = 0.833 of being correct.
Tra'”'”g ‘?'ata and attributes . . To choose the best prediction of a parameter, Familiar
The training data was collected by performing eight unrqgpoks up each prediction in the tree, and selects the one with
lated example tasks using Familiar, and encoding every pigre highest estimated probability of correctness. In the case

diction made by a pattern analysis scheme as an instancegng tie, Familiar chooses between the best instances ran-
the training dataset. For each, we recorded whether ¢ae pgom|y.

diction was correct (the class variable) and various statistics
g%sucrrébrg the prediction (attributes). These are listed iR Evaluation
The training tasks deliberately use a diverse range-of aThe immediate purpose of the prediction selection algorithm
plications and commands, and consequentlyetrent and was to evaluate Familiar by asking a set of computer users
parameter namattribute is highly correlated to the class into perform iterative tasksPpynter andVitten, 1999]. The
the training data. This attribute is therefore likely to overfitevaluation consisted of two iterative tasks that spanned four
and we removed it from the dataset. applications and used most (but not necessarily all) of the
The PAS-specific accuracy estimatase real numbers, pattern analysis schemes. In the long term, our aim is to
but are implemented differently in each pattern analysigiake Familiar useful in any task the user wishes to auto-
scheme and are not directly comparable. For example, the

first estimator folPAS-constanis the number of iterations ?Building a decision tree with this restriction is equivalent to
where the predicted parameter has had a constant value, and splitting thedataset on thkind-of-PASattribute, learning a
for PAS-ML-permutatiornit is the level at which we can be different tree for each subset, and classifying each instance

confident that the result is significant. The estimates should with the appropriate tree.



Tasks| Users| Times Instances Classifying test data
performed| in dataset The most obvious way to evaluate the data is to train and
Training 8 1 1 4280 test the classifier on the datasets described. The overall a
dataset curacy will indicate how well we can predict correct and
Testing 2 10 1-3 21300 incorrect guesses.
dataset When trained on the training data, the classifier sigces
Table 1: Familiadataset statistics fully classifies 97.89% of the training instances and 96.83%

of the testing instances. It appears to perform well, but this
mate; as the training and evaluation tasks were independealuation does not compare its performance to alternative
and performed by different users, Familiar's success in theolutions, and makes no use of the clasatfons.
evaluation is indicative of how well it will perform on a

wider range of tasks. Choosing correct predictions
o ) Simple accuracy measures do not reflect Familiar's use of
3.1 Subjective evaluation the decision tree: Familiar does not classify each prediction,

Familiar's ability to learn can be evaluated in differentit attempts to choose the one most likely to correctly predict
ways. In user terms, we can ask if the model was “goo@ particular user action in a particular task. We have pre-
enough” to help automate the task. This is a subjective te@g_red a series of experiments that S|mul_ate this decision
and can vary from one user to the next. Generally, the présing the testing data from the user evaluation.
dictions were satisfactory, but two deficiencies in the model The testing instances are arranged in the order that they
were exposed. were generat_ed by t_he participants in th_e evaluation, and
All the participants in the formal evaluation, with onetherefore easny split into sets of adjacent instances tpat re
exception, were able to use Familiar to automate iterativi€Sent competing predictions of the same event parameter.
tasks. The exception, an inexperienced computer user, p¥/€ can evaluate the effectiveness of a classifier or heuristic
formed most of the tasks successfully, but made an error Y USing it to estimate which instance in a set represents the
two performances of one of the taskagynter and Witten, best prediction of that parameter. This classification is re-
1999]. The participant assumed Familiar was predicatingeéated for every set of competing predictions, and the clas
correctly when it was not, and did not check the predictiorsifiers performance measured by counting the number of
as a result the participant confirmed several false predi€orrect (true) and incorrect (false) predictions it chooses.
tions. The participant expected Familiar to have learned FOr example, we described above that three pattern
from the examples, but Familiar had not. analysis schemes competed to predictsbkectparameter
Two participants of the ten demonstrated one task iff évent 6 in Figure 2PAS-constanpredictedile "b”
such a way that the model failed to select a correct predighile PAS-extrapolatiorandPAS-setpredictedfile “c” .
tion for a particular parameter in a particular step in the cythese three competing predictions might be represented by
cle. The error persisted even when the step was gemdhree adjacent instances in the testing data. They would
strated several times. This problem occurred when a “nois@rm one set in the evaluation, and each classifier would be
event trace was recorded (the participant had made mistai@sked to decide which is the “best” of the three predictions.

earlier in their demonstration) and resulted irPAS-  he correct prediction ifile “c” , so a classifier selecting
constant prediction being chosen instead of RAS- thePAS-extrapolatioror PAS-setnstances would be said to

extrapolationprediction. have chosen a true prediction, while a classifier selecting the
Familiar's failure to handle these cases can be attributddrS-constaninstance would be said to have chosen a false
to deficiencies in the training data and hence in the mod@rediction. , o
built. Specific problems can be solved by adding training The testing data contained 7737 sets containing one to
instances, but we do not know how many examples are @X instances. 7455 sets cpntalned at least one true predic-
quired to eliminate every such problem, or if it is possible t¢ions, and 4381 sets contained only true predictions. These
do so. Another potential solution is to incrementally updatégures represent upper and lower bounds of selection accu-
the classifier to respond to new demonstrations as the ud8fy for this dataset: no method can select fewer than 4381

performs the task; this technique is discussed below. or more than 7455 correct instances. These bounds are
shown in rows 1 and 7 of Table 2.
3.2 Comparative evaluation Three heuristics predated our use of the C4.5 model for

At the time the model was built there was no testing da electing predictions. Theandom choice method simply

available to evaluate Familiar's selection criteria. As eacgea?isszi ?Qr:ﬂifjart]ﬁg fr?en;igggﬂssﬁt ?:gr?r;gﬁ;ﬁh;r)\l?r@i/trar
user performed the evaluation Familiar's predictions wer P y

again recorded and saved. This record can be used to obj%réj-er of pattern analysis scheme complexity (reflecting the

tively evaluate Familiar's ability to make pretions order in which the schemes were implemented) and chooses

The test data can be used to evaluate the learned mo&gg mosft_complgPAS-corllstgtnB theSSImflest,l f?"%"ig In
and to compare it to several variations: choosing randoml _rreer_(()) 'ngﬁgf&ﬁ_;g”;&g’f’dﬁ_j?mo;;Xaﬁ?o aPIZS-ML:
tailored heuristics; standard C4.5; and incremental learnin vious ! ! lon

Some details of the training and testing datasets are recor G mutation andPAS_—set The consecutive trudieuristic
in Table 1. chooses the prediction made by the scheme that has been



Selection True instances False instanceg predictions. A practical implementation that is updated
criteria chosen chosen during user demonstrations will necessarily use a much
1 | lower limit 4381 3356 faster incremental learner.
2 | random 5936 1801 .
3 | complexity 6792 945 4 Conclusions
4 | consecutive true 7249 488 We have used machine learning to evaluate, and select from,
5 | C45 7400 337 predictions made by an intelligent agent. A user evaluation
6 | incremental 7430 307 shows that this technique can be used to guide prediction in
7 | upper limit 7455 282 a PBD system.

The selection accuracy of an algorithm can be estimated
by using it to choose a correct prediction from a set of-com
%eting predictions. We found that a C4.5 decision tree per-

Table 2: Performance choosing correct predictions

correct for the greatest number of iterations in a row. The ms better than the heuristics we have used in the past
methods provided increasingly accurate means for choosi past.

correct pattern analysis schemes. Their performance on tQSrAOCrI;itsiﬁ'ﬂerr]gzn I?:a?c‘;"it;?ét Eﬂteou?r?é b%;ncﬂienrgeggfzir'l
user analysislataset is shown in rows 2—4 of Table 2. P 9 p 9

The performance of the classifier built with C4.5 is inmodel on-line, as they are confirmed or rejected by the user.

row 5 of Table 2. The machine learning technique make%;f;s&?gg;‘e has a substantial positive effect on the selec-

151 more correct predictions than the best of the three he . .
Our evaluation data was gathered from a user evaluation

ristics, a substantial improvement. Only 55 false instance[ﬁat asked ten end-users to
were chosen when true alternatives were available. hd- perform a narrow range of tasks.
Because the training and testing tasks were independent, we

Learning about the user hope these results will lead to better predictions for iterative
The C4.5 model is learned off-line and implemented irf@sks, but require more data from long-term users to confirm

the Familiar program. It is not updated at runtime. If Fami our findings.

iar learned on-line it might exploit incremental machine
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